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ABSTRACT 

Making sense of large bodies of textual data is frequently a daunting task. Faced with the problem of helping individuals 

analyze textual accident reports to elicit recurring problems and extract causal relationships, we developed an approach that 

combines traditional text mining with a domain ontology to enable the extraction of meaningful associations between 

elements. In this approach, textual elements are associated to elements represented in the domain ontology. This approach 

helps maintain context, as it guides the search for elements that make sense for a community. We will discuss our 

experiences in a project dealing with creating an understanding of a large number of accident reports through our data mining 

technique. 
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From: Shakespeare’s Romeo and Juliet, 1594 

JULIET: 

      'Tis but thy name that is my enemy; 

      Thou art thyself, though not a Montague. 

      What's Montague? it is nor hand, nor foot, 

      Nor arm, nor face, nor any other part 

      Belonging to a man. O, be some other name! 

      What's in a name? that which we call a rose 

      By any other name would smell as sweet; 

      So Romeo would, were he not Romeo call'd, 

      Retain that dear perfection which he owes 

      Without that title. Romeo, doff thy name, 

      And for that name which is no part of thee 

      Take all myself. 

 

A story, much favoured by tour guides, and as such highly 

suspect, is that in this line Shakespeare was also making a 

joke at the expense of the Rose Theatre. The Rose was a 

local rival to his Globe Theatre and is reputed to have had 

less than effective sanitary arrangements. The story goes 

that this was a coy joke about the smell. This certainly has 

the whiff of folk etymology about it, but it might just be true. 

Source: www.phrases.org.uk 
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Making sense of large bodies of textual data is frequently a 

daunting task. Faced with the problem of helping 

individuals analyze textual accident reports to elicit 

recurring problems and extract causal relationships, we 

developed an approach that combines traditional text 

mining with a domain ontology to enable the extraction of 

meaningful associations between elements. In this 

approach, textual elements are associated to elements 

represented in the domain ontology. This approach helps 

maintain context, as it guides the search for elements that 

make sense for a community. We will discuss our 

experiences in a project dealing with creating an 

understanding of a large number of accident reports through 

our data mining technique. 
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INTRODUCTION 

The internet has facilitated the exchange of information and 

data. In the past, it was difficult to access information 

because it wasn’t there, now we are faced with the same 

problem due to the opposite reason: we are swamped by 

excess information, and cannot easily find the relevant 

piece that truly interests us. There has been a great deal of 

effort to mitigate this problem. Domain independent 

approaches, such as using statistic methods have a wider 

reach and are adequate for the internet, considering that we 

don’t know what content will be found. However, they are 

not precise and might not be useful in real life situations. 

Semantic approaches, such as semantic web or text mining 

with ontologies, provides better results when a precise 

answer needs to be extracted. Take for example the above 

quote from Shakespeare: a general methodology would be 

unable to identify the irony intended by the author. Almost 

every text is written within a relevant context. When 

removed from its context, the message may be lost. 

This paper discusses two different text-mining techniques 

applied to a specific domain. We report on a three-year 

project on text interpretation, applied to the domain of 

accident report analysis. The classic data mining technique 

led to results that were not so good and the need to have a 

person to help make sense of the extracted information. On 

the other hand, an ontology based approach yielded better 

results but might generate biased interpretations, as the 

ontology guides the sensemaking. The main idea with this 

paper is not to present a solution, but to raise issues that 

exist when making sense of the textual world. 

APPLICATION DOMAIN: TEXTUAL ACCIDENT REPORT 
ANALYSIS 

In the Brazilian petroleum industry, offshore drilling and 

production processes are an important activity, as most 

reservoirs are located offshore. These offshore oil fields are 

explored by 64 oil platforms, operated by 40,000 workers. 

The high number of professionals involved and the nature 

of oil platform operation make this an activity of high 

economical, environmental and human risk. 
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One of the operational requirements for these platforms is 

the adoption of a method to record unexpected events 

(usually classified as accidents, incidents or deviations), 

which must include not only information about the people 

involved and consequences to the processing unit, but also 

the actions taken to solve the problem and prevent 

recurrence. The existing organizational process is to create 

anomaly handling reports, textual documents that contain 

this information. These reports are generated every time an 

unexpected event happens, by individuals who work at the 

platform and are responsible for safety. Reports are 

generated through an automated system, which guides the 

reporting process. They are available electronically, but 

very little is done to consolidate the information in them. 

However, an analysis of this data is very important for 

higher level management, as it enables the detection of 

recurring problems and leads to action to mitigate these. 

To analyze the reports and figure out the real causes of 

accidents and correlations between platform measurements 

and accidents, the company usually hires experts who 

carefully read and make sense of each report and try to 

consolidate the information within them. 

If the number of reports was small, a human expert could 

easily take care of the job. However, the number of reports 

was very large and growing steadily, so an automatic 

approach was needed. In this context, we created the 

DMRisco system, which enables the application of both a 

standard Apriori method and a novel technique called 

Knowledge Cohesion (KC) to deal with the problem. KC 

uses a domain ontology in addition to statistics to achieve 

better results when mining data. 

FROM STATISTICAL TO ONTOLOGICAL TEXT MINING 

DMRisco is a textual data mining system that relies on a 

domain ontology and a manual tagging process that creates 

a mapping from each anomaly handling report to the 

ontology. In an initial moment, a standard text stemming 

and statistical technique was applied, but, when this proved 

to be a weak solution, an alternate method was designed, 

using ontologies. These are described in this section. 

Statistically-based Mining 

In our initial implementation, we developed stemming 

algorithms to fit the Portuguese language and accident 

report domain. We deleted stop words (mostly articles and 

prepositions) and extracted the word prefixes and suffixes. 

At the end of the process, each accident report was 

represented by a set of words identifiable by a domain 

lexicon. The domain lexicon would hold the class identifier 

of the word and the word was an instance of that class. 

Our first run through was in a set of approximately 500 

textual reports. Each text could have between 1 (the report 

ID) and 57 information units. Additionally, one of the most 

important information units, the accidents’ cause, could be 

a large set of interconnected events, which unexpectedly 

increased the number of information units in a document. 

With this dataset, we ran the association rule technique 

using the Apriori algorithm [1] with different values of 

support (pattern frequency) and confidence (conditional 

probability). We were interested in finding accident 

signatures. Depending on the accident’s significance, a 

three time recurrence is serious enough to warrant a better 

look. Consequently, there is a need to elicit low frequency 

patterns with high confidence (above 70%). 

Our first problem was that the number of association rules 

mined by this technique was too large to be humanly 

manageable (more than a thousand). Additionally, when 

carefully browsing the results, we noticed that the most 

interesting findings were not even in the top 10. We knew 

they would never be noticed by anyone else but us, as it is a 

known fact that few people go past the first few pages of a 

search results [3]. 

We were running out of time and providing shameful 

results. How could we explain a 42K rules originated from 

mining 500 reports? Additionally, all the 42K rules needed 

to be explained to the user. The IF-THEN rule provided by 

the Apriori method was not an easy way to tell a story about 

an accident to a user. 

Ontology-based visualization and mining 

We were very disappointed with our initial results. We 

invited the domain experts for a few sessions, in which we 

observed them interpreting the accident reports and the 

results provided by the first implementation of the system. 

During these sessions we understood why syntactic 

methods would have a high probability of failure. There is a 

lot of meaning behind the written words that is shared by 

the community but not made explicit in the reports.  

A significant anecdote, shown below (Table 1), synthesizes 

this observation. In talking to users, we realized people in 

that domain had special glasses with which to look at the 

world, and their own way of interpreting written reports. 

Additionally, they all shared this interpretation. Mining 

without a context would probably miss the target. 

We decided that, to properly make sense of the accident 

reports, we needed to take into account the available 

knowledge of the domain. We constructed a domain 

ontology about accidents in offshore oil platforms using the 

shared discourse structure of the employees. 

There are many definitions for ontology in the academic 

literature. Most of them are general purpose, re-use focused 

descriptions. We adopt a narrower, but more precise, 

definition. For us, an ontology is a description of a domain, 

negotiated by the group that will use it, for pre-defined 

purposes and that probably will get out of date sooner than 

we expect. 

 

 

 



 

 

Table 1: A segment from an actual report and its meaning 

Report 

Segment: 

“The inter-trapping mechanism was 

activated in the mechanical room and 

remained active for 10 minutes. There was 

10m
3
 oil loss”  

Segment 

Meaning: 

“There was an initial fire accident in the 

mechanical room. The safety system was 

automatically activated. The fire lasted 10 

minutes, after which oil production was 

brought back to its normal state. This 10 

minute plant shutdown caused a 10m3 oil 

production loss”  

The ontology was collaboratively constructed by a group of 

experts who understood not only the domain but also its 

purpose. We had planned for a couple of sessions and it 

turned to be thirteen. They underwent a negotiation process 

lasting over 3 months to build a consolidated ontology for 

data extraction. These experts were mid-level managers, 

who will be using the system and know what types of 

interpretations they want to get out of it. A simplified 

ontology mapping this domain is shown in Figure 1. 

 

Figure 1: Oil platform anomaly partial ontology 

The description associated to this ontology reads: 

“An anomaly occurs at a location, at a specific time, 

during a task, which is part of a process and sub 

process. This anomaly may be an accident, incident 

or a simple non-conformity. Impacts determines the 

severity of the event are the impacts and potential 

impacts. The anomaly is caused by an immediate 

cause, which is rooted on basic causes. Actions are 

taken to resolve the problem, immediate actions deal 

with the impacts and blocking actions prevent 

recurrence.” 

Our first improvement to the system was to use the 

ontology as a template to display the mined rules (see 

Figure 2). The objective was to bring domain knowledge to 

each new piece of information discovered by the algorithm. 

This small change already caused an improvement, as 

domain experts could better understand the new rule when 

it was presented in a familiar framework. 

 

Figure 2: Rule display screen (Portuguese language), concepts 

are in bold and relations are in blue-grey. 

The next step was to use the domain ontology to guide the 

search process itself. A manual process to create a mapping 

from the report to the ontology is undertaken before 

DMRisco is run. Thus, reports are stored as instantiations of 

the ontology, and data mining is performed on these 

instances. For example, the ontology contained the concepts 

Equipment and Anomaly. It is a known fact that equipments 

may be the subject of an accident that is a type of anomaly. 

Discovering that a specific equipment (or even equipment 

component) is frequently involved with a specific type of 

accident certainly aggregates value to any SMS analysis 

trying to minimize losses.  

To take full advantage of the ontology, we created a new 

way to measure itemset relevance called Knowledge 

Cohesion (KC). The KC algorithm relies on a domain 

ontology and two additional measures, Semantic Distance 

(SD) and Relevance Assessment (RA) to rank result sets 

from any given data set. 

Semantic Distance 

In the domain of information systems, semantic distance 

(SD) is a measurement of word similarity. Methods to 

calculate SD consider a given semantic distance between 

any two adjacent concepts [2] reflects their similarity. The 

world is represented as a directed graph of terms, in which 

each node has a label reflecting its meaning. Implicitly, a 

domain is represented as a finite state machine in which 

there is a cost to navigate from one concept to another.  

Instead of assigning a similarity value, we take a broader 

approach. We consider an ontology of the domain, 

represented as a semantic net in which nodes and links have 

semantics. We assign a numeric value that reflects the 

correlation between two adjacent nodes, to each semantic 

link. Note that the numeric value is neither measuring 

similarity between two adjacent concepts nor reflecting the 

relation between two specific concepts. The value reflects 

the connection strength of this relation. 

As terms are connected through semantic links, the distance 

between two terms may vary depending on the type of 

relation connecting them. Each semantic has an associated 
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connection weight. The numeric value reflects the amount 

of information a semantic link adds to the understanding of 

a domain. The closer the information nodes, the smaller the 

numeric values that map the semantic link. 

Semantic relations are directional, i.e., when one decides to 

use the relation Is-A between two terms, there is a clear 

understanding about which term is the subset and which is 

the superset. This is important because, when evaluating the 

SD between two terms, the distance may be different 

depending the direction of the path. We have created a 

provisional weight assignment for the most common 

semantic links, illustrated in Table 2 and explained below. 

The assigned values are a subjective measurement that 

reflects the expected behavior of the relationship. 

• Is-A: denotes the set-subset relationship. The relation brings 

things that are closely related. It includes inheritance, 

through which a subset inherits attributes and 

behaviors of its superset. SD between subset and 

superset is really small. We consider Is-A as the 

baseline for which SD equals zero. Following this 

relation in the opposite direction provides the 

additional information that they are not the same. It 

reflects a restriction on the overall set. Although the 

terms are closely related we assigned some additional 

value to it. 

• Part-of: denotes composition. If A and B are parts of C, 

then we only have C if A and B are present. The 

elements are not from the same semantic, but are fairly 

close. We consider that when the whole is present, the 

parts must also be present. Thus, the additional 

information provided by the parts is small. However, 

the whole and its parts are of a different nature, so the 

SD between them must be greater than the one 

associated with the Is-A relationship. For example, 

knowing that there is a car reminds us that there must 

be a wheel. On the other hand, knowing that there is a 

wheel does not necessarily lead to thinking of a car. 

• Is-Attribute-Of: denotes properties of an object, such as 

color or price. These properties can be related to 

anything, but we expect an object to have a set of 

properties. For example, it is expected that a car object 

will have many properties, and color will be one of 

them. However, the term color is related to many other 

objects, and car is only one of many. 

• Cause-Effect: denotes the causality relationship between 

two terms. In general, these objects are from different 

semantic classes such as sickness and symptoms. 

• Precedence: precedence, both temporal and spatial, relates 

terms from the same domain, but happening in a 

different time or place. They are semantically close, 

but must reflect the temporal or spatial distance. 

• Other relations between objects are considered the upper 

weight limit. As we adjust the model, other relations 

may prove to be important enough to receive a special 

treatment. For now, relations not mentioned here are 

treated as “others”. 

Table 2: Semantic Distances 

Relation SD(A,B) SD(B,A) SD(A,A) 

Is-a 0 0,5 0 

Part-of 1,5 1.0 0 

Is-Attribute 2,5 2.0 0 

Causes 2.5 2.5 0.5 

Precedes (time) 2.5 2.5 0 

Precedes (space) 2.5 2.5 0 

Others 3.0 3.0 0 

 

After transforming the semantic relationships into weights 

on graph edges, finding the correlation between two terms 

means applying a function that combines all weights in the 

path from a starting node to a target node. For simplicity, 

we consider this function as the simple sum of weights. 

This means we are equating SD to the Euclidean distance 

between two nodes in the graph, reflecting how closely 

related two terms are in a specific domain. 

Relevance Assessment 

Another concept we introduced was the users’ interests. 

Users may query the database to verify the frequency or 

specific events or even the existence of some correlation 

between events. We assign weight to itemsets that contain 

evidence of these correlations. This Relevance Assessment 

(RA) impacts the mining process itself since it guides the 

search. User-provided target items are used to increase the 

importance of patterns that contain these targets during the 

mining process, increasing the chances of emergence of 

infrequent patterns that may be interesting to the user. RA 

is a qualitative measurement assigned to pairs of concepts. 

We consider three levels of RA: 

• Low RA (1): means that the user is not interested 

in patterns that contain this pair of concepts. 

• Average RA (2): is the default measure for any 

pair of concepts. 

• High RA (4): means that the user is interested in 

patterns containing this pair of concepts. 

We have provisionally mapped this qualitative 

measurement to the numeric values inside parentheses. 

Knowledge Cohesion 

KC is based on the knowledge of the domain represented by 

an ontology and the feeling of the data-mining analyst 

about the correlations between certain terms. The first 

provides the degree of soundness of a given pattern, while 



 

the second reflects the degree of interest the user has in a 

correlation among terms in a pattern. 

KC starts by generating itemset candidates from the dataset. 

Similar to any Apriori algorithm [1], it considers only 

itemsets with enough support, i.e. itemsets that appear with 

a certain frequency in the dataset. Frequent itemsets 

compose an unordered list of candidate solutions. Each 

candidate itemset is further analyzed using the KC metric. 

Whenever the KC for a candidate itemset is greater than a 

minimum threshold value, it is considered a sound piece of 

knowledge to be displayed. We define the KC of an itemset 

according to following formula: 
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The number of elements is included in the formula to reflect 

our preference to larger itemsets, i.e., we prefer more 

specific to more general knowledge inferences. Instead of 

directly using the number of elements, we use log(number 

of elements) to create a scale from 0 to 1 in KC. The 

method allows low frequency patterns to emerge due to 

their knowledge cohesion values. This is an interesting way 

to enable important outliers to stand out in a large dataset. 

FINAL REMARKS 

When compared with traditional association rules applied to 

the same domain. KC resulted in more interesting 

correlations even when these were not very frequent. 

Additionally, the number of extracted rules were much 

lower, ranging from a dozen to a hundred patterns, against 

the thousands of results provided by association rules. 

However, we are now questioning this approach as it 

“spoon feeds” an interpretation to users. When confronted 

with seemingly nonsensical itemsets, users had to reflect 

and elaborate on what might be happening. Now they are 

faced with pre-formatted answers that follow the domain as 

described by a small group, leading to a “standardized” 

interpretation. While this is desirable, to ensure information 

is correctly treated, it also prevents more creative 

interpretations and unusual viewpoints. 

KC is still an ongoing research. There are some issues that 

must be considered such as: 

• Is it reasonable to consider that there will be a 

domain ontology to start with? 

• Is it possible to think outside the box with the KC 

approach or we will be doomed to always get the 

same old stuff? 

• Assuming that KC is a good idea, should we be 

interested in higher or smaller semantic distance 

among the elements? 

• KC is a metric, what should be the cut number? 

Our technique tries to extract a maximum of contextualized 

information from data, since we believe that data only 

becomes information within its context. For instance, 

having the Shakespearean ontology shown in Figure 3, one 

could more easily understand his work. Given that the Rose 

Theatre has a smelly bathroom and was in fact a competitor 

to the Shakespeare’s Globe Theatre, one could infer that the 

Rose in his work was in fact an oblique reference to the 

theatre (as they share the name and smell attribute). 

 

Figure 3: Shakespearean ontology 

We have been wondering how good a way this is to help 

people make sense of data. We don’t have the answers yet. 

Actually, we don’t have all the questions but we feel it is 

the right road to follow. 
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